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Practical information

Hotel contact

Skavsjoholm Hotell och Konferens

Address: Skavsjoholmsv. 80, 184 94 Akersberga
e-mail: info@skavsjoholm.se

Telephone: +46-8-540 267 00

Hotel reception opening hours
07:00-22:00

Check-in and -out
Hotel room check-in from 15:00. Check-out until 10:00. (For check-out before 07.00, talk to the reception).

Payment
Rooms, meals, and some drinks are covered by the workshop registration fee. Please ensure to pay at check-out any
additional costs put on your room, additional drinks, etc.

Cafeteria
Cafeteria on entrance floor with coffee, tea, fruit, and biscuits available free of charge 24 hours a day.

Luggage room
There is a dedicated luggage room on entrance floor on arrival.

Relax facilities and other leisure activities

The relax facilities includes a sauna and outdoor whirlpool and is by default open 17.00-22.00.

For use at other hours, tell the reception an hour in advance.

Equipment for various social games (e.g., boule, crocket, kubb, tennis) are available by the relax facilities (on shelfs near
the bar)

Bicycles: ask at the reception

Canoes and stand-up paddle boards: ask at the reception — do not forget the life jackets!

Bar
The main bar is located at the ground floor (near the relax facilities) and is open 17.00-24.00 (last order at 23.30).
There is also a lobby bar by the hotel entrance.

Breakfast
Breakfast is served in the main dining room at 07.00-09.00

Coffee breaks
Coffee during coffee breaks is served in the hotel’s main dining room

Meals and drinks

Lunches are served in the main dining room

Tuesday 2-course dinner is served in the main dining room. Dessert is from a buffet and can be brought to outside or to
the lounge area. Wednesday dinner will be served on a castle (named Kastellet), a short ferry ride away. The ferry will
leave at 17.15. Drinks for dinners and The Welcome Poster Reception are included. Further drinks are on your own cost.
(If putting costs on your room, please ensure to cover the bill at check-out.)

Internet

WiFi throughout the premises

In main building: "SKAVAN"

In Villa Skavsjéholm: "VILLAN”
In Husar6: "HUSARQO"

Weather
Forecasts for all three days are varying and somewhat cool, indicating mainly sunshine or partly cloudy but also a slight
risk of some showers. Temperatures ranging from lows of 14 C and highs of 22 C.

In case everything else fails
Erik’s phone number is +46 70 315 3928. Anticipate limited ability to answer around bus departure on June 16.



Tuesday June 16™

8:40 Gathering immediately outside exit of Terminal 4, Arlanda airport
9:00 Bus departure
9:40 Coffee, registration, and luggage storage
Session Chair: Karl-Erik Arzén, Lund University, Sweden
10:30  Workshop Introduction
Erik Elmroth, Umea University and Elastisys, Sweden
10:40  Has Al Just Made Us All Irrelevant?
Mark Little, Red Hat, UK
11:10  Hyperscale Data Centers in the Al Era
Steve Webster, Google, USA
11:30  InvestiGraph: From Traces to Self Healing Cloud Systems
Subru Krishnan, Microsoft, Spain
11:50  Plenary Discussion: What I Always Wanted to Know
Thijs Metsch, OpenChip, Germany
12:30  Lunch
Session Chair: Alexandru losup, VU University, Amsterdam, The Netherlands
13:45  The Art of Stopping
Maarten Van Steen, University of Twente, The Netherlands
14:15  Efficiently Serving Any-to-Any Multimodal Models
Mosharaf Chowdhury, University of Michigan, Ann Arbor, USA
14:35 Discussion 1 (Resard)  |Discussion 2 (Rindd) Discussion 3 (Lillskér)  |Discussion 4 (Storskdr) |Discussion 5 (Huvudskér)
Cloud Service Oper- |Cybersecurity in the — |What is the real Delivering Impact on |Towards sustainability
ations: What Changes |era of Al and \problem with the the Economy and \for the cloud/edge
With Agentic Al Autonomy Cyber-Physical Cloud? |Society from Research |continuum
Jian Zhang, Microsoft, |Vyas Sekar, Carnegie |Johan Eker, Lund Paul Watson, National |Abhishek Chandra,
USA,; Jose Fortes, Mellon University, University and Innovation Centre for |University of
University of Florida, |[USA Ericsson, Sweden; Data, UK Minnesota, USA
USA Gerhard Fohler, RPTU
Kaiserslautern,
Germany
15.55 Coffee, Hotel Room Check-in, Poster preparation
Session Chair: Johan Eker, Lund University and Ericsson, Sweden
16.25  Tear Free Tiers - An Adventure in Supply Chain Control Systems
John Wilkes, Google, USA
16.55  Scheduling Billions of Queries at the Edge of Ephemeral

Bogdan Ghit, Databricks, The Netherlands




17.15  Poster Reception with Refreshments (Svavelso)

1. Towards Component-based Workflow Engineering in Earth Observation Data Processing, Nikolas Herbs, Julius-
Maximilians-Universitit Wiirzburg Germany

2. HybridEdge: Missingness-Aware Multimodal Fusion for Robust Battery Prognostics, Eunil Seo, Umed University,
Sweden

3. Towards Effective QoS-Aware Model Selection for DNN Inference in Edge Intelligence, Hajar (Maryam) Siar,
Umed University, Sweden

4. Workload Buoyancy: Keeping Apps Afloat by Identifying Shared Resource Bottlenecks, Oliver Larsson, Umea
University, Sweden

5. Latency-Genuine Global Transactions, Rafael Soares, INESC-ID, U. Lisboa, Portugal

6. A Hierarchical Cross-Region Scheduling Framework, Yangyang Wen, Umed University, Sweden

7. Resiliency for Mission-critical Applications at the Edge, Tanaz (Nayereh) Rasouli, Umeéd University, Sweden

8. Unmasking the adversary: Hardening DDoS Detectors Against Synthetic Flow Mutations, Yinuo Zhang, Umea
University, Sweden

9. From Intents to Resources: Safe Online Learning for Multi-Tenant Edge-Cloud Orchestration, Chanh Nguyen,
Umed University, Sweden

10. Profiling Systems and SLM Workloads for Improved Energy Modeling, Rohail Gulbaz, Umea University, Sweden

11. Towards eBPF-based Data-path Acceleration for Cloud-native Core Mobile Networks, Aleksandra Obeso Duque,

12. Toward Power Efficient Container Orchestration, lleet Malla, Umed University, Sweden

13. Guarding the Middle: Protecting Intermediate Representations in Federated Split Learning, Obaidullah Zaland,
Umed University, Sweden

14. From Serverless Observability to Predictive Security Risk Insights, Adil Bin Bhutto, Umea University, Sweden

15. Unmasking Backdoors: An Explainable Defense via Gradient-Attention Anomaly Scoring for Pre-trained Language
Models, Anindya Sundar Das, Umeé University, Sweden

16. From Lambda to Legacy: A Vision for Standardized Serverless Benchmarking, Marcin Copik, ETH Ziirich,
Switzerland

17. Autoencoder-Based Compression of Monitoring Data in Microservice Clusters, Angela Checa, Umeé University,
Sweden

19:30  Dinner




Wednesday June 17"

7:00  Breakfast
Session Chair: Paul Watson, National Innovation Centre for Data, UK
8:30  Certainly Networking Researchers Will Be Relevant In The Al Era, And Other Stories To Tell Children
James Mickens, Harvard University, USA
9:00  Leveraging Programmable Networks Beyond Simple Acceleration
Patrick Eugster, Universita della Svizzera italiana, Switzerland
9:20  Cost and Latency Aware LLM Inference in Hybrid Cloud: Challenges and Solutions
David Breitgand, IBM Research, Israel
9:40  Coffee
Session Chair: Paul Townend, Umea University, Sweden
10:10  Lightweight Resilience Edge Al Systems
Prashant Shenoy / Walid Abdelrahman, University of Massachusetts Amherst, USA
10:30  Reframing Reliability as Control
Narayan Desai, Switch, USA
10:50 CPU Limits Considered Harmful
Indranil Gupta, University of Illinois Urbana-Champaign, USA
11:10 Discussion 6 (Resard)  |Discussion 7 (Rindd) Discussion 8 (Lillskér) |Discussion 9 (Storskér) [Discussion 10 (Huvudskar)
Composable Digital |The Future of Clouds: |Will ‘File — Save’  |Coordinated Towards energy-efficient
Twins for DevOps in  |prospective roles in Survive the Age of  |Intelligence at the Al clouds
societal-scale ICT human societies and  |Agents? Edge: Enabling Pamela Delgado, HES-
infrastructure eco-systems Cristian Klein, Umea |Anticipatory Systems |SO, Switzerland
Alexandru Iosup, VU |Ada Diaconescu, University and [for Rapid Response
University, Amster- |Telecom Paris, Institut |Elastisys, Sweden Daniel Balouek,
dam, The Netherlands; |Polytechnique de Paris, INRIA, France
Nikolas Herbst, Uni- |France
versity of Wiirzburg,
Germany; Matthijs
Jansen, VU Univer-
sity, Amsterdam, The
Netherlands
12:30 Lunch
Session Chair: Guillaume Pierre, CNRS / Université de Rennes, France
13:45 The Agentic Software Engineering Revolution
Ahmed E. Hassan, Queen’s University, Canada
14:15  6G Compute Services
Wolfgang John, Ericsson Research, Sweden
14.35 Discussion 11 (Resard) |Discussion 12 (Rindd) Discussion 13 (Lillskér) |Discussion 14 (Storskér) |Discussion 15 (Huvudskér)
Sovereign Applications|When will connected  |Failure-Resilient Distributed and Yet Another Computing
and Sovereign Clouds |industry happen? Edge Al Agentic Generative Al|Revolution — Has It
Christof Fetzer, TU Catrin Granbom, Walid Abdelrahman, |af the Edge Begun, and Are We
Dresden, Germany Ericsson, Sweden; University of Danilo Ardagna, Prepared?
Johan Eker, Lund Massachusetts Politecnico di Milano,|Oliver Larsson, Umea
University and Ambherst, USA; Tarek |Italy; Monica Vitali, |University, Sweden;
Ericsson, Sweden; Abdelzaher, Politecnico di Milano,| Thijs Metsch, OpenChip,
Wolfgang John, University of Illinois, |Italy Germany
Ericsson, Sweden USA
15:55 Coffee
16:00  Social outdoor activities. See page 2 of this program for information about opportunities and available equipment
17:15 Ferry Departure from the Hotel to Barbeque Dinner at Kastellet
18:00 Exploring Kastellet (on your own)
18:30  Welcome drink
19:00 Dinner
22:00 Ferry Departure from Kastellet




Thursday June 18™

7:00  Breakfast
Session Chair: Tim Wood, George Washington University, USA
8:30  Putting the Al in AIOps: Design Principles for Actionable Insights in Cloud Control
Vyas Sekar, Carnegie Mellon University, USA
9:00  The Sustainability Cost Nobody Measures: Al-Induced Waste in Cloud Software Systems
Davide Taibi, University of Southern Denmark, Denmark
9:20  Can a Datacenter in the Moon Blowup Replication Latency on Earth?
Luis Rodrigues, INESC-ID, U. Lisboa
9:40 Coffee & Hotel Room Check-out (before 10.00)
Session Chair: Thomas Fahringer, University of Innsbruck, Austria
10.10  Bottlenecks: Why Topologies Matter
Thijs Metsch, OpenChip, Germany
10:30  Applying Cloud-Edge Orchestration to App Offloading for Mobile Operators
Jorg Ott, TU Munich, Germany
10:50  Classical Control for Quantum ML
Ivona Brandic, TU Wien, Austria
11:10 Discussion 16 (Resard) |Discussion 17 (Rindd) |Discussion 18 (Lillskér) |Discussion19(Storskédr)  |Discussion 20 (Huvudskér)
Industrial AI Today. |What Does It Mean to|Towards Just in time |Agentic Al agents for  |Virtualization for
Autonomous Industry |Trust a Learning Analysis of Evolving |data centre Isolation and Control at
Tomorrow System With Your Microservice Systems |optimization the Edge
Andreas Blenk, Life? Tomas Cerny, Geir Horn, University |Timothy Wood, George
Siemens, Germany;  |Mikael Lindberg, University of of Oslo, Norway; Tor |Washington University,
Daniele Miorandi, SAAB, Sweden Arizona, USA Skeie, University of |USA; Andreas Kassler,
Afliant, Italy Oslo and Simula TH Deggendorf,
Research Lab, Norway |Germany
1230  Lunch
Session Chair: Maria Kihl, Lund University, Sweden
13.45 Mathematics of Influence in the Information Age
Tarek Abdelzaher, Indiana University of Illinois, USA
14:05 KVCache Data Management in Distributed GenAl Workloads: Characteristics, Requirements, and Challenges
Animesh Trivedi, IBM Research Europe, Zurich, Switzerland
14:25  Rethinking Memory Management under Heterogeneity: Granularity, Latency, and Coordination
Sanidhya Kashyap, EPFL, Switzerland
14:45 Closing
Erik Elmroth, Umea University and Elastisys, Sweden
14:50 Coffee
15:15 Bus departure
16:30 Bus arrival at Arlanda airport, Terminal 4
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Abstracts for
Presentations, Posters, and Discussion Sessions

in order of Appearance
19th Cloud Control Workshop
June 16— 18, 2026

Tuesday, June 16"

Workshop Introduction
Erik Elmroth, Umea University and Elastisys, Sweden

Has Al Just Made Us All Irrelevant?
Mark Little, Red Hat, UK

In the blink of an eye, the landscape of software engineering has been fundamentally upended. Large Language Models
can now generate code syntax at a velocity no human could ever hope to match. We are told that Al can do "anything,"
from writing individual functions to optimising complex pipelines and detecting failures. But as the hype reaches a
fever pitch, a critical question looms for every professional in the room: in a world where machines can code, what is
left for the human developer?

This presentation dives into the "Architecture vs. Syntax" divide, the invisible wall where AI’s pattern-matching
prowess hits a hard limit. While a machine can follow the rules of a language, does it actually understand the "why"
behind the work? Can it truly grasp your user's pain points, or foresee how a single change might ripple through the
delicate layers of a legacy system? We will examine where Al struggles to deliver as reality comes into the
conversations. We will also attempt to peel back the curtain on the hidden risks that are often ignored. By looking back
at historical shifts, we will determine if this is a new era or a familiar cycle.

Hyperscale Data Centers in the Al Era
Steve Webster, Google, USA

This is a talk based on the (already published) book Data Center as a Computer, Fourth Edition by Luiz Barroso, Urs
Holzle, and Parthasarathy Ranganathan. It also includes some macro industry trends from other publicly published
sources. It discusses modern hyperscale data center design, industry trends, and how the shift to Al is impacting data
center and compute workloads.

InvestiGraph: From Traces to Self Healing Cloud Systems
Subru Krishnan, Microsoft, USA

Operating complex distributed cloud services at hyperscale increasingly demands robust closed-loop control over
automatic detection, diagnosis, mitigation, and recovery. Site reliability engineers and service operators must
continuously interpret alerts and telemetry, localize failures, apply safe remediations, and verify recovery across
heterogeneous control planes and interdependent services, all while satisfying stringent availability, latency, durability,
and compliance objectives. These procedures are knowledge intensive, span multiple tools and data sources, and evolve
continuously as infrastructure, policies, and service dependencies change. Presently, automation often relies on brittle
scripts or manually maintained runbooks that are costly to update, capture only a narrow slice of operational practice,
and fail precisely in rare but high-severity conditions where reliable control matters most.

We present InvestiGraph, a system that learns executable cloud-control workflows directly from operational traces, i.e.,
historical records of how engineers and automated systems investigate incidents, choose mitigations, assess outcomes,
and converge toward service restoration in practice. Rather than relying solely on static artifacts such as runbooks,
troubleshooting guides, or handwritten escalation logic, InvestiGraph compiles traces into an executable workflow
graph and updates that graph incrementally as new traces arrive, avoiding costly full reconstruction while tracking
evolving operational behavior. This trace-grounded approach complements recent advances in large language models
(LLMs) and agentic tools by enabling constrained agentic execution with a built-in self-correction mechanism.

At runtime, an agent traverses the learned graph using LLM reasoning to select and invoke investigative and
remediation actions conditioned on the current operational context while remaining grounded in inferred workflow
structure and operational guardrails. The system incorporates signals from telemetry, alerts, and prior action outcomes,
validates each step, and replans when observations diverge from expectations or violate constraints. An adaptive
feedback loop further enables operators to inject domain knowledge that directly refines the graph in real time. By
combining trace-derived control-loop learning, incremental graph evolution, constrained agentic workflow execution,



11:50

13:45

14:15

14:35

self-correction, and human feedback, InvestiGraph advances toward autonomous yet controllable cloud-service
operations with stronger reliability guarantees at production scale.

Plenary Discussion
What I Always Wanted to Know
Thijs Metsch, OpenChip, Germany

One of the unique features of the cloud control workshop series is the diversity of its participants - bringing together
researchers, engineers, and practitioners from academia and industry alike. This discussion session leverages that
diversity to spark a dynamic, curiosity-driven conversation under the theme “What I Always Wanted to Know.”

Participants are encouraged to bring forward the questions they’ve always wanted to ask—but rarely had the forum to
do so. From “How do you solve this in practice?” to “Is this research direction useful to industry?”, all types of
questions are welcome. The session aims to uncover knowledge gaps, clarify assumptions, and identify unmet needs on
both sides.

Together, we’ll collect and prioritize a set of actionable research directions and collaboration opportunities rooted in
real-world challenges and cross-disciplinary insight.

The Art of Stopping
Maarten Van Steen, University of Twente, The Netherlands

With industrial labs, and notably those of Big Tech, producing excellent and well-researched systems, the relevance of
academic systems research can easily be at stake. Do we have the right focus? What should we consider stopping?
Where is the true added value of academic systems research? Tough questions with no easy answers, yet with an
increasing societal demand to explain what publicly funded institutions are delivering, these are questions that simply
need attention. In this talk, we seek to raise awareness as well as a call to action for updating research agendas. We argue
that academics in systems research should put more emphasis on understanding the problems their often very technical
results are actually solving, if at all, and to what extent those problems actually matter. Such a shift may even further
incentivize collaborations with industrial labs.

Efficiently Serving Any-to-Any Multimodal Models
Mosharaf Chowdhury, University of Michigan, Ann Arbor, USA

Modern Al services are converging on Any-to-Any: a class of multimodal models that accept and generate arbitrary
combinations of text, images, audio, and video. These models introduce heterogeneous computation paths and
component-specific scaling characteristics, making efficient inference serving uniquely challenging. Existing
deployment mechanisms either demand significant manual tuning or fail to generalize across the full Any-to-Any design
space. In this talk, I will discuss the emerging Any-to-Any serving stack and present Cornfigurator, the first deployment
planner for generic Any-to-Any model inference serving. Cornfigurator explores the full spectrum of deployment
strategies spanning colocation, disaggregation, and hybrid mixes, using coarse-to-fine statistical evaluation to efficiently
navigate this large plan space. Plans generated by Cornfigurator match or outperform existing systems and expert-tuned
deployments, delivering 1.12X to 6.32X higher goodput.

Discussion 1 (Resard)

Cloud Service Oper-ations: What Changes With Agentic Al

Jian Zhang, Microsoft, USA; Jose Fortes, University of Florida, USA

Cloud service operations are entering a new phase of transformation. As systems scale to ever larger, more distributed
environments, traditional approaches—centered on monitoring, alerting, and human-driven incident response—are
becoming increasingly insufficient. At the same time, advances in agentic Al are enabling systems that can reason, plan,
and take actions autonomously, fundamentally changing how cloud services could be operated.

This discussion group will explore how agentic Al reshapes cloud operations across the full lifecycle—from detection to
diagnosis to remediation—and what this means for both system design and operational practices.

Key topics include:

e From observability to autonomy: Transitioning from passive telemetry analysis to closed-loop, Al-driven
operational control

e Agent-based operations: The emergence of single-agent and multi-agent systems coordinating across services,
control planes, and workflows

e Redefining human roles: Shifting from reactive troubleshooting to supervising, guiding, validating and
governing autonomous agents

e Trust and safety: Ensuring reliability, explainability, and guardrails when agents are empowered to take real
actions in production
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e Adoption reality: Where agentic AIOps is already creating value and what technical and organizational gaps
remain

The session will take a pragmatic perspective, focusing on what might be achievable in the near term (3—5 years) versus
longer-term aspirations, and highlighting real-world lessons alongside open challenges.

Format: Interactive discussion with brief framing remarks followed by moderated exchange among participants. The
goal is to encourage candid perspectives from both academia and industry, fostering dialogue rather than formal
presentations.

Expected Outcome: Participants will develop a shared understanding of how agentic Al might transform cloud service
operations, along with:

e  Practical insights for integrating agents into production environments
e A set of open research questions

Discussion 2 (Rindo)
Cybersecurity in the era of AI and Autonomy
Vyas Sekar, Carnegie Mellon University, USA

Al-driven cyber-offense capabilities are continuing to improve (e.g., Anthropic recently reported a cyber threat created
and executed using Al tools and Mythos/Glasswing has created worldwide panic). At the same time, system size and
complexity continue to increase (e.g., with increasing deployments of agentic workflows in various aspects of enterprise
workflows and Al-generated systems). In this setting, classical approaches to defending our critical infrastructures and
cloud-scale systems that rely on human timescales for exploration, detection, and mitigation will become increasingly
inadequate. To defend our digital and cyberphysical infrastructures, we believe that cybersecurity defenses will have to
be autonomous or partially autonomous and operate at machine timescales; we call this Cyber Autonomy.

In this discussion session, we will briefly recap recent advances at the intersection of Al and security. With this context,
we will discuss what are the open foundational technical, practical, and deployment challenges that we need to address
in terms of Al systems, compute systems, human Al systems, and "evals" for such capabilities at scale. We welcome
broad perspectives from industry, academia, and various stakeholders (e.g., infra vendors, telcos, platform vendors, Al
vendors, operators, cybersecurity vendors, government orgs, policy think tanks) to move the needle on the topic and
spur further collaborative initiatives.

Discussion 3 (Lillskér)
What is the real problem with the Cyber-Physical Cloud?
Johan Eker, Lund University and Ericsson, Sweden; Gerhard Fohler, RPTU Kaiserslautern, Germany

There is shared interest around edge and cloud computing for building safety-critical cyber-physical systems and it will
become an important future research direction. One question is whether the CPC introduces novel problems which
cannot be solved with existing technologies from edge and cloud computing and safety critical systems design. We want
to collect opinions, discuss points with experts in the respective areas. We will present a use cases collected for a
roadmap for the cyber physical cloud and plan to integrate the results from the discussion session.

Discussion 4 (Storskar)
Delivering Impact on the Economy and Society from Research
Paul Watson, National Innovation Centre for Data, UK

University researchers are experts at generating new insights and solving problems. However, most researchers and
universities struggle to turn these research outcomes into a significant impact on the economy or society. There is the
potential to achieve this in many ways, including through start-ups, licencing, collaborations with industry, and open-
source software. However, economic impact is still rare.

In this session we will explore all aspects of achieving impact, including challenges, opportunities, hurdles, enablers,
success stories and negative experiences. This includes the experiences of the UK National Innovation Centre for Data
that has run 170 projects with industry over the past 7 years.

The goal is to gain a better understanding of how researchers and industry can collaborate to achieve impact. Discussion
points will include:

e How can researchers increase the chances of impact? What are researchers’ experiences of achieving this, or
trying to achieve this? What would you do differently? How could universities give more help to enable
researchers to achieve impact?
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e  What the experiences of those from industry? How do you keep to up to date with research, and maintain links
to researchers? What are your expectations for collaborations? What are the key enablers / barriers for you to
adopt research outputs? What more could researchers and universities do to increase adoption?

Discussion 5 (Huvudskér)
Towards sustainability for the cloud/edge continuum
Abhishek Chandra, University of Minnesota, USA

The growing use of Al has led to an increasing demand for large data centers. At the same time, the explosion of user
devices and sensors has led to increasing data generation and computing on the edge. While the cloud is a major source
of energy and water usage along with CO2 emission, edge devices have high embedded carbon and generate large
amounts of e-waste. Computing also contributes to various other environmental, social, and health harms. The
discussion will examine various research issues towards achieving sustainability in the cloud/edge continuum such as:

e How to measure and quantify different aspects of sustainability?

e How to mitigate the environmental impacts of edge and cloud computing?

e How to design end-to-end sustainable computing solutions that cover the whole data and computing lifecycle
from the edge to the cloud?

Tear Free Tiers - An Adventure in Supply Chain Control Systems
John Wilkes, Google, USA

Google builds and operates a massive infrastructure in support of providing products and capabilities to its users and
customers. The scale has dramatically increased as a result of the push for AI. While we benefit greatly from an
integrated stack from software down through specialized chips, to optimized data center designs, we also need a way to
coordinate all those efforts to avoid confusion, inefficiencies, and missed opportunities. The talk will discuss one of the
approaches we are using to provide a control system for a $xxxB/year capital expenditure program.

Scheduling Billions of Queries at the Edge of Ephemeral
Bogdan Ghit, Databricks, The Netherlands

Cloud-native data platforms have broken a foundational assumption of classical schedulers: that compute is always on.
When compute is ephemeral, the resource pool itself becomes a variable — the scheduler must simultaneously decide
where to place incoming work and whether the target clusters should exist at all. In this presentation we introduce
Hermes, the multi-level scheduling and workload management system powering all serverless analytical workloads at
Databricks. Developed over a decade of production operation, Hermes manages a dynamic fleet of ephemeral Spark
compute clusters serving a deeply heterogeneous workload population: SQL BI traffic, scheduled batch jobs, interactive
notebooks, and programmatic clients — all coexisting in shared multi-tenant infrastructure with conflicting latency
targets, arrival patterns, and resource footprints. Hermes decomposes workload management into two levels: a cluster
scheduler that governs fleet size and session placement, and an independent cluster manager that controls executor
counts within each cluster based on real-time task signals. Session assignment is a variant of online bin-packing with
unknown item sizes, solved through a three-tier policy hierarchy that combines load-aware routing, historical execution
profiles, and closed-loop rejection signals from cluster-side admission control. When a cluster rejects a session, Hermes
migrates it live using a logical clock-based draining protocol that guarantees correctness without coordination overhead.
A continuous application-level health monitor classifies clusters as healthy, degraded, or unhealthy, feeding directly into
placement and autoscaling decisions. We validate Hermes with production telemetry and complement this with live
metrics illustrating system behavior under real-world demand.

Poster Reception with Refreshments (Svavelso)
Poster 1. Towards Component-based Workflow Engineering in Earth Observation Data Processing
Nikolas Herbs, Julius-Maximilians-Universitit Wiirzburg Germany

Today, researchers and domain experts in remote sensing and computational ecology typically design their workflows
from scratch with limited sharing and reusability across teams and organization. From reviewing the state-of-the-art, we
identify huge potential in the application domains of remote sensing and computational ecology to increase code reuse
between data processing workflows as well as to facilitate the creation of new workflows, or evolving existing
workflows, within and across multiple research projects and teams. The challenge tackled in this work is to provide
useful abstractions in an environment for developing EO data analysis workflows. A primary concern is the support for
sharing, reusability, and automation within and across different application domains. An intuitive way for specifying and
communicating the developing users’ expectations, requirements, and constraints to the execution platform is a key
need.

We focus on developing a component-based EO workflow engineering methodology providing novel modeling
abstractions to: (i) support the domain-specific requirements for interdisciplinary research in the area of remote sensing



and computational ecology, (ii) enable reuse of workflow specifications, designs, and implementations, and (iii) support
application-level automation and workflow evolution within and across multiple research projects, teams, and
application areas. On a more technical level, a core outcome will be a repository for packaged workflow components
interlinked with a data catalog. With this central repository, this subproject will interface between: (i) the domain
researchers including their respective requirements towards functionality and usability and (ii) the self-aware serverless
workflow orchestration by handing over the required workflow models for deployment and execution.

Poster 2. HybridEdge: Missingness-Aware Multimodal Fusion for Robust Battery Prognostics
Eunil Seo, Umeé University, Sweden

Battery prognostics models are often evaluated on isolated in-domain benchmarks, whereas real deployment requires
robustness across datasets with different cycling protocols, temperature regimes, sensing conditions, and supervision
structures. We study battery prognostics as a heterogeneous multimodal robustness problem covering SOH, RUL,
ELEC, and TIV prediction.

We propose HybridEdge, a missingness-aware multimodal backbone that preserves multi-window temporal structure,
represents available modalities as modality-specific tokens, and performs mask-aware Transformer fusion across
modalities. Across four battery datasets and four prognostic tasks, HybridEdge achieves the strongest performance--
stability tradeoff among representative CNN, recurrent, and Transformer late-fusion baselines.

Our analysis further shows task-dependent robustness drivers: distributional shift primarily affects SOH, coverage and
label richness influence RUL and ELEC, and target informativeness is most associated with TIV. The results highlight
the importance of preserving multimodal structure and explicitly modeling missingness for robust battery prognostics.

Poster 3. Towards Effective QoS-Aware Model Selection for DNN Inference in Edge Intelligence
Hajar (Maryam) Siar, Umeé University, Sweden

Edge intelligence enables the deployment of deep neural network (DNN) inference services across heterogeneous and
resource-constrained edge servers. In such environments, inference requests must satisfy strict Quality-of-Service (QoS)
requirements in terms of deadline and accuracy, while operating under limited computation, memory bandwidth, and
energy budgets. The availability of multiple DNN model variants enables adaptive model selection but significantly
increases the complexity of inference assignment decisions. Memory access rate plays a critical role in inference latency
and energy consumption; however, existing approaches in this domain do not explicitly incorporate memory bandwidth
into their models. In this work,we study QoS-aware DNN inference assignment in multi-server edge systems with
energy constraints, and jointly model computation and memory bandwidth in both latency and energy.

To address the NP-hard problem efficiently, we propose a polynomial-time, greedy, preference-based scheduling
framework with two complementary assignment strategies, namely Model-oriented and Request-oriented. To analyze
the performance of the proposed approaches, we conduct extensive experiments under different system settings using
multiple DNN model families, along with comprehensive ablation studies. The results demonstrate the significant effect
of DNN model characteristics, including computation, memory bandwidth, and output accuracy, as well as system
configuration, on the performance of the strategies. Specifically, Model-oriented approaches achieve better performance
under computation-intensive model variants, while Request-oriented approaches outperform when model variants are
not computation-intensive and are bandwidth-intensive. We also demonstrate the notably lower run-time of the proposed
Energy-aware-Model-oriented approach across all experiments, where such a lightweight and low-latency solution
enables instantaneous decision making, critical for scalable, time-sensitive applications on resource-constrained edge
Servers.

Poster 4. Workload Buoyancy. Keeping Apps Afloat by Identifying Shared Resource Bottlenecks
Oliver Larsson, Umed University, Sweden

Shared resource congestion is a constant struggle for multi-tenant cloud environments. Mitigating such issues starts with
understanding the congestion levels in individual resources and identifying where current bottlenecks reside. Workload
buoyancy is a framework that enables deeper insights into shared system resources at runtime while treating workloads
as black boxes and without requiring prior profiling. Buoyancy is extensible to cover any type of observable resource
and may be used as input to resource allocation and scheduling mechanisms to greatly improve their system insights.

Poster 5. Latency-Genuine Global Transactions, Rafael Soares, INESC-ID, U. Lisboa, Portugal

Transactions accessing multiple geo-locations can experience significant delays due to inter-region coordination,
including from non-participating remote regions. We aim to design systems in which the latency of a geo-distributed
transaction is determined solely by the network delays among participating regions -- a property we name latency-
genuine ordering. We propose SupS, a novel coordination technique that satisfies this property thanks to a novel
abstraction: the Superposition Slot. It pre-assigns each transaction a set of candidate sequence numbers, one per possible
set of participating regions, and collapses to the appropriate one once the transaction's key set is known. We use SupS
to build GenuineDB, the first latency-genuine deterministic database system for geo-distributed transactions. Compared



to state-of-the-art systems, GenuineDB achieves up to an order of magnitude lower latency for local transactions and up
to 2.5x lower latency for global transactions.

Poster 6. A Hierarchical Cross-Region Scheduling Framework
Yangyang Wen, Umea University, Sweden

In distributed systems, cloud-native applications increasingly span multiple regions and clusters, introducing new
challenges for scheduling and request routing. Traditional central schedulers can become bottlenecks and cause a single
point of failure, and often rely on stale or incomplete global system information, while decentralized approaches operate
on fresher but partial information. Our design aims to balance this trade-off between global coordination and real-time
responsiveness by combining hierarchical control with decentralized, per-request decision-making.

We propose a decentralized scheduling framework inspired by software-defined networking (SDN), where scheduling
logic is embedded into the data plan using a service mesh. Specifically, we leverage pluggable WebAssembly (WASM)
modules in Envoy to enable per-request, metric-driven routing decisions.

We have explored this approach through simulations in SimGrid, showing promising initial results. We are currently
implementing the system in a Kubernetes-based testbed to further evaluate its scalability, performance, and resilience.

Poster 7. Resiliency for Mission-critical Applications at the Edge
Tanaz (Nayereh) Rasouli, Umea University, Sweden

Mission-critical applications, such as real-time healthcare and transport systems, depend heavily on the low latency and
reliability provided by Mobile Edge Computing (MEC). Failures in these systems can lead to severe consequences,
including loss of life, financial catastrophe, or major operational disruptions. However, the dependability of edge
clusters, particularly regarding high availability, placement strategies, and fault recovery, is often overlooked.

In my PhD project, I focus on improving the resilience of mission-critical applications from multiple perspectives,
ranging from infrastructure-level reliability to failure detection and recovery mechanisms. In this poster, I present the
key insights and progress from the first three years of my PhD journey.

Poster 8. Unmasking the adversary: Hardening DDoS Detectors Against Synthetic Flow Mutations
Yinuo Zhang, Umea University, Sweden

DDoS detectors trained on real traffic achieve high accuracy, yet fail silently when traffic mutates in jitter, packet size,
or timing. This reveals a critical blind spot: models overfit to static datasets rather than learning the invariant structure of
attacks.

We introduce TRTS (Train on Real, Test on Synthetic), a robustness evaluation paradigm that uses synthetic flow
mutations as an adversarial stress test. Unlike TSTR, which validates a generator, TRTS validates the detector's
resilience — exposing generalisation blind spots that standard benchmarks miss and quantifying robustness under
controlled perturbations.

Poster 9. From Intents to Resources: Safe Online Learning for Multi-Tenant Edge-Cloud Orchestration
Chanh Nguyen, Umeé University, Sweden

Intent-driven orchestration aims to simplify edge-cloud application management by allowing tenants to specify high-
level goals, such as latency bounds, availability targets, privacy/data-locality constraints, and cost budgets, rather than
low-level CPU, memory, placement, scaling, and routing policies. This need is growing as generative-Al-assisted and
low-code development tools enable domain experts to create distributed applications without deep infrastructure
expertise. However, translating intents into concrete orchestration actions remains difficult in multi-tenant edge-cloud
systems because workloads are dynamic, resources are heterogencous, network conditions fluctuate, and tenants contend
for shared infrastructure. Existing orchestrators and configuration tuners typically rely on fixed policies, known
performance models, or short-term objectives, limiting their ability to satisfy tenant-specific intents under uncertainty
and long-term constraints.

This poster presents LC-BO, a Lyapunov-Controlled Bayesian Optimization planner for intent-driven multi-tenant edge-
cloud orchestration. LC-BO combines online learning of unknown mappings between orchestration decisions and tenant
intent satisfaction with Lyapunov-based virtual queues that regulate long-term constraints on budget, SLO violations,
and fairness. We outline the LC-BO architecture, its optimization formulation, and an evaluation using representative
multi-tenant edge-cloud workloads in comparison with BO-only tuning, greedy placement, threshold-based autoscaling,
and representative orchestration baselines.

Poster 10. Profiling Systems and SLM Workloads for Improved Energy Modeling
Rohail Gulbaz, Umea University, Sweden

The carbon footprint of edge-cloud continuum continues to grow due to rising energy demands across distributed
systems and data centers. Addressing this challenge requires moving beyond performance-centric design toward carbon-
aware optimization. Three key directions emerge: reducing total energy consumption, limiting dependence on carbon-



intensive energy sources, and increasing the use of renewable energy. Achieving any of these, however, depends on a
precise understanding of how and where energy is consumed across both systems and workloads.

In this work, we argue that accurate carbon modeling begins with joint power profiling of systems and workloads, with a
particular focus on Small Language Model (SLM) workloads. We examine multiple energy measurement approaches,
including hardware power meter, RAPL a software-based estimator, and simulation-based techniques. While hardware-
based measurements provide fine-grained insights, their use in large-scale experimentation is often constrained by the
limited availability of resources, motivating the need for representative baseline profiles of systems and SLM workloads.

We identify key energy drivers by analyzing system components (e.g., CPU, memory) alongside SLM workload
characteristics. In particular, we study how workload properties, such as model size and task type, translate into system
utilization, how utilization maps to power consumption, and how this relationship can be extended to estimate carbon
footprint based on deployment region, including scenarios in the edge-cloud continuum.

Building on this, we show how the derived system and workload profiles can inform heuristic design and be
incorporated into simulation frameworks for better power consumption modeling that supports the development of
carbon-aware optimization strategies across diverse computing environments.

Poster 11. Towards eBPF-based Data-path Acceleration for Cloud-native Core Mobile Networks
Aleksandra Obeso Duque, Ericsson Research & Umea University, Sweden

As telecommunications networks transition toward cloud-native deployments and the corresponding signaling traffic
continues to grow, new performance bottlenecks and architectural questions emerge. This research addresses the
challenges of optimizing data-path performance at scale in the signaling domain of cloud-native core mobile networks,
focusing on quantifying the performance impact of data-path shortcuts enabled by current eBPF-powered container
networking technologies. As our contribution, we aim to identify the traffic characteristics and conditions that limit the
benefits of in-kernel optimizations in this type of networks and provide evidence-based recommendations for
deployment strategies and real use-cases in which this technology is most advantageous.

Poster 12. Toward Power Efficient Container Orchestration
Ileet Malla, Umeéa University, Sweden

Cloud-native containerized workloads are primarily orchestrated based on resource requests and node available within a
cluster. This helps decide where a workload can run, but it does not fully capture what level of performance is sufficient
for that workload. As a result, high-performance infrastructure may be used when lower-power resources could meet the
workload’s requirements, while unsuitable placement may also affect performance.

This work explores power efficient container orchestration with the aim of reducing power use within a compute cluster
while minimizing performance impact. Certain information about the compute cluster is already available to the
orchestrator, but what additional metrics should be collected and exposed, how much power efficiency can be achieved
using only existing information, who is responsible for making additional information available and what metadata
could help improve scheduling decisions for power efficiency.

Poster 13. Guarding the Middle: Protecting Intermediate Representations in Federated Split Learning
Obaidullah Zaland, Umea University, Sweden

Big data scenarios, where massive, heterogeneous datasets are distributed across clients, demand scalable, privacy-
preserving learning methods. Federated learning (FL) enables decentralized training of machine learning (ML) models
across clients without data centralization. Decentralized training, however, introduces a computational burden on client
devices. U-shaped federated split learning (UFSL) offloads a fraction of the client computation to the server while
keeping both data and labels on the clients' side. However, the intermediate representations (i.c., smashed data) shared
by clients with the server are prone to exposing clients' private data. To reduce exposure of client data through
intermediate data representations, this work proposes k-anonymous differentially private UFSL (KD-UFSL), which
leverages privacy-enhancing techniques such as microaggregation and differential privacy to minimize data leakage
from the smashed data transferred to the server. We first demonstrate that an adversary can access private client data
from intermediate representations via a data-reconstruction attack, and then present a privacy-enhancing solution, KD-
UFSL, to mitigate this risk. Our experiments indicate that, alongside increasing the mean squared error between the
actual and reconstructed images by up to 50\% in some cases, KD-UFSL also decreases the structural similarity between
them by up to 40\% on four benchmarking datasets. More importantly, KD-UFSL improves privacy while preserving the
utility of the global model. This highlights its suitability for large-scale big data applications where privacy and utility
must be balanced.

Poster 14. From Serverless Observability to Predictive Security Risk Insights
Adil Bin Bhutto, Umea University, Sweden

Serverless cloud-edge applications produce large volumes of runtime and configuration data. However, their transient,
distributed, and event-driven execution makes security-relevant behavior difficult to observe consistently. This limits
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timely and systematic detection of behavioral deviations and their security significance. We propose a framework that
models normal function behavior from observability data and combines it with code and configuration context to detect,
explain, and prioritize security risks, enabling earlier risk identification and more consistent continuous monitoring.

Poster 15. Unmasking Backdoors: An Explainable Defense via Gradient-Attention Anomaly Scoring for Pre-trained
Language Models
Anindya Sundar Das, Umea University, Sweden

Pre-trained language models have achieved remarkable success across a wide range of natural language processing
(NLP) tasks, particularly when fine-tuned on large, domain-relevant datasets. However, they remain vulnerable to
backdoor attacks, where adversaries embed malicious behaviors using trigger patterns in the training data. These triggers
remain dormant during normal usage, but, when activated, can cause targeted misclassifications. In this work, we
investigate the internal behavior of backdoored pre-trained encoder-based language models, focusing on the consistent
shift in attention and gradient attribution when processing poisoned inputs; where the trigger token dominates both
attention and gradient signals, overriding the surrounding context. We propose an inference-time defense that constructs
anomaly scores by combining token-level attention and gradient information. Extensive experiments on text
classification tasks across diverse backdoor attack scenarios demonstrate that our method significantly reduces attack
success rates compared to existing baselines.

Poster 16. From Lambda to Legacy: A Vision for Standardized Serverless Benchmarking
Marcin Copik, ETH Ziirich, Switzerland

Serverless computing has evolved from simple functions to complex distributed applications, yet it still lacks a
standardized benchmark. Our survey of serverless research shows that evaluations mix benchmark suites,
microbenchmarks, and custom workloads, leaving no common baseline and preventing fair comparison. We review the
three generations of benchmarks (microbenchmarks, function suites, and application benchmarks), showing why each
helped, but none became a standard. We propose a vision for a unified, future-proof benchmark guided by design
principles: modularity; adaptability via regular updates and a core/extended split; scalability across deployment sizes;
cloud-agnosticity for unbiased comparison; and observability for root-cause analysis. Toward this vision, we outline
extensions to the SeBS benchmark suite to analyze serverless performance across emerging platforms (isolate-based and
WebAssembly), complex applications, and a growing configuration space.

Poster 17. Autoencoder-Based Compression of Monitoring Data in Microservice Clusters
Angela Checa, Umeé University, Sweden

Modern monitoring solutions face the challenge of transporting and storing substantial volumes of telemetry data from
interconnected microservices. Autoencoders can address these challenges by providing efficient data compression in
conjunction with anomaly detection capabilities. The benefits of employing this type of neural network architecture have
already been investigated in the context of industrial IoT, telecommunications, and sensor networks to reduce bandwidth
consumption. However, there is still a gap in exploring their advantages for reducing the persistent storage costs of
monitoring microservice-based applications. We propose the introduction of an autoencoder layer for cloud native
observability pipeline that simultaneously enables dimensionality reduction of telemetry data and unsupervised anomaly
detection for microservice clusters. The central hypothesis of this work is that the autoencoder will reduce storage and
network bandwidth requirements without degrading anomaly detection sensitivity.

Wednesday June 17"

Certainly Networking Researchers Will Be Relevant In The Al Era, And Other Stories To Tell Children
James Mickens, Harvard University, USA

Ever since Odin filled our datacenters with packets, we've been trying to figure out what to do. Even worse, Al is now
here and its relevance to even irrelevant topics is increasingly relevant. In this talk, James Mickens will argue for an
approach towards networking research that focuses less on packet drops and quality of service, and focuses more on if
anything should ever be attempted under any circumstance, given the monotonic decline of human civilization in the
midst of people who say "token maxxing" with a straight face. If successful, at the end of the talk, the entire audience
will run into the Swedish wilderness to hunt for wild GPUs and throw them into the sea. If unsuccessful, we'll keep
working on congestion control until the last person with a job turns off the lights; beverages and snacks will still be
served at noon.

Leveraging Programmable Networks Beyond Simple Acceleration
Patrick Eugster, Universita della Svizzera italiana, Switzerland
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In the last decade we have witnessed a significant increase in programmability of network devices, including both
switches and network interface controllers on end hosts. Many works have exploited such hardware for simple
acceleration of distributed data center services. In this talk we report on going beyond mere acceleration and leveraging
also the increased precision and predictability of modern network hardware to more fundamentally improve distributed
services.

Cost and Latency Aware LLM Inference in Hybrid Cloud: Challenges and Solutions
David Breitgand, IBM Research, Israel

Modern Al applications face critical challenges in deploying LLM inference across hybrid environments, balancing on-
premises inference clusters with external API providers. This talk explores the architectural and algorithmic challenges
of building intelligent, cost-optimized inference systems while maintaining high accuracy, low latency, and minimized
cost. Hybrid deployments are complex: on-premises clusters offer control and predictable costs but require
infrastructure management, while external APIs (OpenAl, Anthropic, Google) provide convenience at variable prices
with very elaborate contracts and SLAs. Cloud APIs are susceptible to the very high variance in cost and latency.
Furthermore, cloud APIs often exhibit pricing reversal, where nominally cheaper LLMs result in dramatically higher
overall costs for the application than nominally more expensive LLMs.

Ideally, the inference infrastructure should automatically route inference requests of an agentic Al application to models
that optimize the client-requested tradeoffs between accuracy, latency, and cost by routing to models on the efficiency
frontier across the hybrid inference infrastructure. We will discuss the challenges involved with developing such a
component. To ground the discussion in the context of a concrete architecture, we’ll consider LLM-D, an open-source
project recently donated to CNCF. LLM-D employs disaggregated inference to separate between the prefill and decode
stages to maximize hardware utilization.

Lightweight Resilience Edge Al Systems
Prashant Shenoy / Walid Abdelrahman, University of Massachusetts Amherst, USA

As edge Al systems become more common for offering inference services from the edge, there is a need to improve
their reliability and availability to match the cloud. However, traditional fault tolerance techniques that work well in
cloud settings often do not carry over to resource constrained edge environments. In this talk, I will argue for rethinking
conventional approaches for fault tolerance and redundancy for edge Al and present initial directions for achieving the
goal of reliability edge services for inference workloads.

Reframing Reliability as Control
Narayan Desai, Switch

Reliability engineering of production systems has developed a familiar toolkit - SLOs, canaries, cell-based isolation -
through painful lessons. These techniques are widely deployed, but they are used artisinally, without rigorous
assessment. This talk argues that reliability engineering is, at its core, a feedback control problem, and that the plant
family -- the universe of production services - is characterizable. Drawing on a performance modelling approach
validated across dozens of production services, we assert that simple parametric distributions span the space of realistic
service behaviors because reliability functions as an attractor in the space -- services get engineered towards reliability,
compressing the observed space. We introduce a simulator that exploits this structure to evaluate detection and control
strategies across a representative population of synthetic services, and assess our odds for satisfying future workloads.

CPU Limits Considered Harmful
Indranil Gupta, University of Illinois Urbana-Champaign, USA

Setting CPU limits is a popular way to autoscale and rightsize various cloud applications, especially microservices. We
find that CPU limits unnecessarily complicate systems management, and in fact many cloud developers disable it. Is
there a path towards a fundamental “limitless” rethinking of autoscaling for microservices? This talk presents work from
a recent SOCC 2025 vision publication.

Discussion 6 (Resard)

Composable Digital Twins for DevOps in societal-scale ICT infrastructure

Alexandru Iosup, VU University, Amster-dam, The Netherlands; Nikolas Herbst, Uni-versity of Wiirzburg, Germany;
Matthijs Jansen, VU Univer-sity, Amsterdam, The Netherlands

Digital services and the societal-scale ICT infrastructure they run on must be planned, built, and managed. DevOps
processes already lead to good manageability, responsibility, sustainability, usability, and affordability for areas such as
Al-driven applications, scientific and engineering processes, smart industry, energy systems, urban mobility, and
immersive XR. However, DevOps alone cannot solve the rapidly increasing complexity and dynamicity of ICT
infrastructure; digital sovereignty poses additional challenges.



11:10

11:10

Digital Twinning (DT) could add to DevOps capabilities by creating virtual replicas of physical infrastructure that
mirror the real-time system state, evaluating what-if scenarios, and supporting decision-making. However, ICT systems
pose unique challenges for DT, as they are deeply layered, highly dynamic, and composed of heterogeneous
components that evolve at different rates.

This discussion aims to explore DT topics, focusing on What is digital twinning of ICT infrastructure? What
opportunities and challenges does it pose over the next 2-5 years? How will it evolve over the next 5-10 years?, with
detailed questions such as:

e  What is digital twinning of ICT infrastructure? What functionality and which non-functional aspects matter?
What is different from past techniques and processes?

e How to operationalize the DT? What architecture(s) and process(es) can serve digital twinning of ICT
infrastructure? What interfaces are necessary, and which already exist?

e How to compose models and predictors across various time-, space-, and other scales?

e How to link the DT to relevant input data? How to consider monitoring, logging, and other meta-data? How to
also address issues of data provenance, trust, privacy?

e How to link the DT into the decision-making structures existing in large-scale systems?

e  What is the role of the DT related to the (human) engineering team? How to support humans in and on the
loop?

e  What is the role of the DT related to typical DevOps and SysAdmin processes?

e How can DT leverage emerging Al capabilities?

Discussion 7 (Rindo)
The Future of Clouds: prospective roles in human societies and eco-systems
Ada Diaconescu, Telecom Paris, Institut Polytechnique de Paris, France

As most societies increasingly rely on resource-intensive digital infrastructures and services, notably including Al, cloud
systems are becoming ever more critical to the viability and evolution of our human worlds.

Ensuring the dependability and performance of complex, large-scale, continuously evolving cloud platforms raises
considerable hurdles: technical, logistical, managerial, strategical. Struggling to overcome these hurdles, as they occur,
within increasingly unpredictable, fast-paced environments, requires ever more effort, expertise and cost. The long-term
influences on the sustainability of hyper-complex societies and planetary eco-systems become increasingly apparent.

But what is it all for? What are we, as cloud control experts, contributing to when struggling to overcome such hurdles?
What long-term objectives, values or world visions are we supporting? What is our role and responsibility in the
development of future human societies, their potential opportunities and eco-systems?

And should we rather decide to collectively identify alternative futures, what can we do to stir current developments
towards desirable ones, or at least away from catastrophic ones? What will we decide to do and how will we do it? Who
are we now and whom do we want to become as actors in the creation of future socio-technical systems, of which cloud
infrastructure may (or not) be a key backbone?

This discussion aims to address precisely these questions. Relying on a prospective method, it will encourage collective
debate about desirable futures and the potential strategies to bring them about. It will build on the conclusions of the
previous workshop on the consequences of unpredictability in cloud systems. Ideally, the discussion will help to identify
general objectives and practical tendencies that cloud control researchers and practitioners may pursue to better frame
and guide technical, managerial and business-focused innovations within larger, longer-term, more meaningful
collective visions.

Discussion 8 (Lillskér)
Will ‘File — Save’ Survive the Age of Agents?
Cristian Klein, Umed University and Elastisys, Sweden

At the last KubeCon, something subtle but telling happened: every live demo I saw involved an agent, even when the
talk wasn’t about Al or agents. Instead of copy-pasting code, speakers copy-pasted prompts and let the agent generate
files on the fly.

That raises an interesting question: Are we watching the early days of a new UI paradigm?

With the rise of capable agents and MCP servers, prompts are no longer just a convenience. They might become the
primary interface to deploying, observing, managing and configuring applications on clouds. But we’ve seen "the next
UI" before (voice commands, anyone?) and not all of them stick.

In this session, let’s explore whether agents are:

e the new control plane for cloud infrastructure,
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e ahype cycle that will fade in a few years, or

e something in between that reshapes how we build and operate systems.

Discussion 9 (Storskir)

Coordinated Intelligence at the Edge: Enabling Anticipatory Systems for Rapid Response

Daniel Balouek, INRIA, France

Natural hazards--including wildfires, floods, and earthquakes--demand rapid, reliable decision-making in environments
where data is incomplete, infrastructure is degraded, and uncertainty is high. While advances in sensing and machine
learning have improved our ability to monitor these events, most current systems rely on centralized architectures that
are too latency-prone, fragile, or connectivity-dependent to support real-time response. This discussion session proposes
a shift from today's paradigm of isolated "smart sensors" toward "coordinated, adaptive edge ecosystems" operating
across the full computing continuum.

The session will explore a central question: How can edge-based Al systems move beyond reactive detection to
anticipatory, collaborative intelligence under uncertainty? Participants will discuss the technical and conceptual barriers
to this transition, and explore how edge, fog, and cloud layers can cooperate to support low-latency decision-making
while maintaining robustness under failure.

Rather than focusing solely on model performance, this session emphasizes system-level properties: resilience,
adaptability, and interpretability. The role of human stakeholders--especially first responders and decision-makers--will
also be considered, with an emphasis on actionable, trustworthy outputs from edge systems.

Discussion 10 (Huvudskér)

Towards energy-efficient Al clouds

Pamela Delgado, HES-SO, Switzerland

Growing concerns about energy consumption and sustainability have pushed cloud research to rethink efficiency and
how systems are designed and operated. This challenge is intensified by the rise of AI workloads, particularly deep
learning on GPUs that consume vast amounts of energy: for instance, training of large models such as GPT-3 consumed
over 1,200 MWh of electricity, illustrating the scale of the environmental impact.

Beyond raw energy demand, the growth of Al workloads also exposes inefficiencies in today’s clouds. Reports from
large providers show that GPU clusters can remain idle up to 50% of the time, generating energy waste with little useful
output. These inefficiencies stem from a mismatch between traditional cloud abstractions and modern Al workloads,
which are resource-hungry, tightly coupled, and run on heterogeneous hardware with very different
performance-per-watt characteristics.

As Al models continue to scale, improving efficiency and sustainability requires addressing energy and resource
efficiency jointly, across the entire cloud stack — from models and runtimes to schedulers and infrastructure.

This session targets discussion points oriented around efficiency and sustainability across the cloud stack, including,
e.g.,

o the current state of cloud systems for Al - identifying challenges and opportunities
e principles for design of adaptive and more resource-efficient cloud systems

e placement of optimizations in cloud stacks - what roles do model-level techniques, Al-aware run-times, and
adaptive scheduling play in reducing both energy consumption and GPU under-utilization?

e experiences, ideally from industry, on how to deal with the above-mentioned changes

o the sources of environmental impact in Al clouds - how do idle accelerators, data movement, hardware
heterogeneity, and infrastructure overhead contribute to the overall footprint, and which inefficiencies matter
the most in practice?

The Agentic Sofiware Engineering Revolution

Ahmed E. Hassan, Queen’s University, Canada

The fundamentals of software and software engineering are undergoing a significant transformation. This talk introduces
Alware (Al-Powered Software) and explores the emergence of Agentic Software Engineering. We will discuss how to
move beyond informal "vibe coding" toward "vibe engineering," and ultimately to "Agentic SE," a more disciplined and
powerful framework for creating production-grade software.
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The talk explores a future where the developer's role evolves from simply writing code to becoming an orchestrator,
collaborator, and mentor for Al teammates, as we move beyond the era of simple "copilots" into a more dynamic,
collaborative partnership between humans and Al

We ground this vision in findings from our analysis of AIDev, a large-scale dataset of roughly 10 million agent-
generated pull requests. The analysis highlights what real agentic work looks like in the wild, revealing both the
potential and the practical challenges that lie ahead.

Join me to discover how we can build systems of greater complexity and scale through conversation, intent, and creative
partnership with Al This is a chance to understand the foundational principles of this emerging field and to prepare for
the next revolution in software engineering.

6G Compute Services
Wolfgang John, Ericsson Research, Sweden

6@, the next generation of mobile networks, goes beyond only providing communication to become a platform offering
additional services like positioning, sensing, compute and Al services. While standardization of the first release of 6G is
ongoing in the telco community, operators and vendors explore the role of mobile networks as an intelligent fabric,
supporting an Al-driven cyber-physical world. In this talk, we sketch the vision and current status of 6G, with a focus on
compute in 6G. This includes compute and Al within the network to support network functions (Al for network), as well
services offered by the network (network for AI).

Discussion 11 (Resard)
Sovereign Applications and Sovereign Clouds
Christof Fetzer, TU Dresden, Germany

Sovereign cloud and sovereign application approaches address the same goal—protecting sensitive data and
workloads—but at different layers, and their combination offers a powerful path toward trustworthy digital
infrastructures.

A sovereign cloud focuses on the infrastructure layer. It ensures that data is stored and processed within defined
jurisdictions, operated by trusted entities, and compliant with regulatory frameworks. This model reduces exposure to
foreign access laws and improves governance, but it still requires a degree of trust in cloud operators, administrators,
and underlying platforms. In particular, protection of data “in use” and defense against insider threats remain limited.

Sovereign applications complement this by shifting trust to the application layer through technical and cryptographic
guarantees. By leveraging confidential computing, remote attestation, and policy-based key management, applications
can ensure that code integrity, data confidentiality, and execution policies are enforced regardless of the underlying
infrastructure. This enables protection not only at rest and in transit, but also during processing, effectively reducing
reliance on infrastructure trust.

The combination of both approaches creates a defense-in-depth model. Sovereign clouds provide regulatory alignment,
operational control, and locality guarantees, while sovereign applications enforce end-to-end security properties that
remain valid even in partially trusted or multi-tenant environments. This synergy enables organizations to confidently
deploy sensitive workloads across heterogeneous environments, including public clouds, edge infrastructures, and cross-
organizational collaborations.

Importantly, this combined model addresses the growing need for data sharing without loss of control. Sovereign
applications allow multiple parties to collaborate on shared data or models while enforcing strict usage policies, whereas
sovereign clouds ensure that such collaboration occurs within compliant and auditable environments.

The discussion would focus on trust boundaries, controller ownership, policy enforcement via attestation, key control,
verifiable control planes, multi-party governance, portability across clouds, and auditability vs regulation.

Discussion 12 (Rindd)

When will connected industry happen?

Catrin Granbom, Ericsson, Sweden; Johan Eker, Lund University and Ericsson, Sweden; Wolfgang John, Ericsson,
Sweden

Industrial services connected via the mobile network has been "two years away" for a long time now. The vision of
deterministic, low-latency wireless underpinning factories, ports, and energy grids has not been wrong so much as
premature, and three structural reasons explain the gap. First, the ecosystem around private 5G — devices, modules,
integrators, operations tooling — has lacked the economy of scale that consumer mobile enjoyed, making deployments
bespoke and expensive, and this is changing only slowly. Second, the often-cited "killer use case" never quite
materialized; AGVs, AR-assisted maintenance, and massive IoT each produced business cases that were defensible but
not compelling enough to pull the market. Third, 5G itself takes time to penetrate, both as the standards mature
(URLLC, TSN integration, 5G-Advanced) and as brownfield industrial sites work it into their capital cycles.
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This session argues that the conditions have quietly shifted. Time has moved on: current 5G releases are being deployed
and private 5G has become a real product rather than a pilot item. More importantly, the missing killer use case may
finally have arrived in the form of distributed Al — agentic workloads, on-prem inference, and closed-loop control that
genuinely require deterministic connectivity between sensors, edge compute, and cloud back-ends. If the network is now
ready for deterministic services, the next question is whether the cloud is. We invite the audience to interrogate this
hand-off: has the bottleneck moved from the radio to the runtime?

Discussion 13 (Lillskér)
Failure-Resilient Edge Al
Walid Abdelrahman, University of Massachusetts Amherst, USA; Tarek Abdelzaher, University of Illinois, USA

Edge Al systems increasingly operate on distributed, heterogeneous, and failure-prone resources. Unlike cloud data
centers, edge environments are constrained by limited power, compute, bandwidth, and storage. Sensors may fail,
wireless links may become unreliable, devices may go offline, and input data distributions may shift as environmental
conditions change. Yet many edge Al services support latency-sensitive, safety-critical, or mission-critical applications
where service disruption or degraded model accuracy can have serious consequences.

The conventional approach to resilience is failover replication: redundant sensing, communication, and compute
resources are provisioned so that a backup can take over when the primary component fails. However, this strategy is
often impractical at the edge, where spare resources are scarce and continuous replication can be prohibitively
expensive. Moreover, resilience in edge Al is not only a systems problem. Even when execution continues, changes in
sensing quality, modality availability, or data distribution can undermine model accuracy and decision quality.

This raises a central research question: How can we design resilient Al systems that continue to operate reliably in
resource-constrained, failure-prone, and dynamically changing edge environments?

Discussion points:

e  What design principles can replace or complement traditional failover replication when redundant resources are
unavailable or too costly?

e How can available sensors, models, and devices be dynamically repurposed when the preferred sensing
modality or compute node fails?

e Can one sensing modality compensate for another, such as using audio, vision, inertial, RF, or contextual
signals when a primary sensor becomes unavailable?

e Do existing resilience techniques apply to foundation models and multimodal Al pipelines, or do these models
introduce new challenges due to their size, latency, context dependence, and complex failure modes?

Discussion 14 (Storskar)
Distributed and Agentic Generative Al at the Edge
Danilo Ardagna, Politecnico di Milano, Italy; Monica Vitali, Politecnico di Milano, Italy

This discussion session explores the convergence of distributed generative Al and agentic Al operating across the edge—
cloud continuum. Rather than focusing only on centralized cloud inference, the session emphasizes decentralized
execution across heterogeneous and resource-constrained environments such as smartphones, IoT devices, industrial
gateways, robots, vehicles, and edge micro-datacenters. The goal is to stimulate discussion on the systems, networking,
security, autonomy, and governance challenges that emerge when generative models and autonomous Al agents are
deployed directly at the edge.

Recent advances in compact foundation models, efficient inference techniques, federated learning, and heterogeneous
edge hardware are making it increasingly feasible to execute sophisticated Al workloads close to where data is
produced. Distributed Generative Al at the edge refers to deploying and executing models such as LLMs, multimodal
models, and diffusion models across decentralized infrastructures. Instead of relying solely on centralized cloud
resources, workloads can be partitioned dynamically across edge and cloud systems according to latency, bandwidth,
privacy, and energy constraints.

Agentic Al at the edge extends this paradigm by embedding autonomous, goal-directed agents directly on local devices
and infrastructures. These agents may perceive their environment, reason locally, coordinate with peer agents, invoke
tools, and take actions with minimal cloud dependence. Such systems enable adaptive and context-aware applications
capable of operating even under intermittent connectivity or constrained bandwidth conditions.

The session aims to encourage active participation and interdisciplinary exchange. Participants are invited to contribute
examples, identify research gaps, challenge assumptions, and discuss future directions for distributed and agentic Al
systems.

Key objectives include:
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e Identifying major research challenges in distributed and agentic Al at the edge

e  Exploring trade-offs between centralized, hybrid, and decentralized Al execution.

e Discussing how autonomous edge agents can coordinate safely and efficiently.

e Examining requirements for orchestration, observability, reliability, security, and governance.

e Fostering collaboration across Al, distributed systems, networking, cybersecurity, robotics, and edge computing
communities.

e Highlighting open problems that may shape future research agendas and benchmark efforts.

Discussion 15 (Huvudskér)
Yet Another Computing Revolution — Has It Begun, and Are We Prepared?
Oliver Larsson, Umea University, Sweden; Thijs Metsch, OpenChip, Germany

Over the decades, we have seen several great shifts in computing infrastructure. We’ve come a long way from time-
shared behemoths of the past to the modern marvels that are the shared, virtualized, and containerized compute clusters
operating the very backbone of modern society. For a long time, hardware was trending towards homogenization.
Instead of few high-power systems, we built datacenters with thousands of comparatively cheap commodity servers
without anything “fancy.” Hardware based on the x86 instruction set was the only real viable option. It is not anymore.

Perhaps the most obvious step-away from this trend is the use of hardware accelerators such as GPUs for Al workloads.
We also see a growing number of specialized hardware implementations that attempt to meet a certain type of demand,
or that tailor to a certain type of workload. Video transcoders, efficiency cores, crypto miners, cryptographic
accelerators, etc. are all examples of hardware that point to a re-heterogenization of compute. As demands increase to a
point that general purpose hardware struggles to keep up, specialized chips become the solution. The question, however,
is whether we need to respond to this trend.

This discussion session is going to tackle this topic. Are we going through another revolution in computing
infrastructure? If so, where are we going? Do we even need to care? If we do, are our current methods and systems
prepared? What are the key problems to address?

Thursday June 18™

Putting the Al in AIOps: Design Principles for Actionable Insights in Cloud Control
Vyas Sekar, Carnegie Mellon University, USA

As Dickens famously wrote, "It was the best of times, it was the worst of times." We are entering an era where the
ability to develop and deploy cloud-scale applications has been democratized, yet our capacity to observe, manage, and
troubleshoot these environments has far outpaced human cognition.

In this landscape, AIOps—the automation of systems management—is critical for transitioning from "human
timescales" to the "machine timescales" at which modern infrastructure operates. However, rather than blindly applying
"Artificial Intelligence" to the problem, we argue for a fundamental shift: reframing the "AI" in AIOps to focus on
Actionable Insights.

In this presentation, we identify the foundational requirements for AIOps in internet-scale applications—Expressivity,
Efficiency, Explainability, and Effort (the "4Es")—and present the design principles necessary to build the next
generation of these systems. Finally, we will share illustrative examples from academic and industry collaborations that
embody these principles to achieve the 4E goals.

The Sustainability Cost Nobody Measures: Al-Induced Waste in Cloud Software Systems
Davide Taibi, University of Southern Denmark, Denmark

The sustainability of cloud computing is traditionally measured through energy consumption, carbon emissions,
hardware efficiency, and resource utilization. As Al workloads drive unprecedented growth in cloud infrastructure,
significant efforts are being devoted to optimizing GPUs, reducing inference costs, and improving data center
efficiency.

However, a major source of waste remains largely invisible: the software systems running on top of the cloud.

The rise of generative Al and agentic software engineering is dramatically reducing the cost of producing cloud
applications, services, and infrastructure code. While this accelerates innovation, it also risks creating a new form of
waste at the software layer. Al-generated services, duplicated functionality, architectural degradation, abandoned
microservices, unnecessary migrations, and rapidly accumulating technical debt increase the long-term operational
footprint of cloud systems. These costs are rarely captured in sustainability metrics despite directly influencing resource
consumption, operational complexity, and system lifespan.
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Can a Datacenter in the Moon Blowup Replication Latency on Earth?
Luis Rodrigues, INESC-ID, U. Lisboa

The number (and locations) of datacenters keeps increasing to sustain higher demain and keep data close to their users.
In many cases, data is replicated and coordination among multiple datacenters is needed to ensure data consistency.
Ideally, the replication latency should be a function of the latency among the datacenters that hold the data and should
not be affected by the number or location of other datacenters. For instance, placing a datacenter in the moon should not
affect replication of data that is located exclusively on planet earth. We introduce a new property that captures this
requirement, that we have called latency-genuine ordering. Also, we show that most existing geo-replicated systems fail
to provide this guarantee. Then we briefly describe a novel algorithm that meets this goal.

Bottlenecks: Why Topologies Matter
Thijs Metsch, OpenChip, Germany

When systems do not perform, the answer often seems to be faster compute. But in many cases, the real bottleneck is
not compute: it is topology. The shape of connections quietly dictates bandwidth, latency, and ultimately whether a
system works at all. This talk argues that topology is the essential mental model to consider in modern computing. From
network designs to supercomputer fabrics, from datacenter architectures to PCle layouts inside Al servers, to chiplets
and their interconnects - the same pattern repeats: performance is often limited by how things are connected, not just by
how fast individual components are. The talk will move from networks to the internals of modern systems, touching on
NUMA, topology-aware scheduling, and the growing need for topology-aware programming models. Along the way,
we’ll challenge a common assumption: scaling compute is easy - scaling communication is the hard part.

Applying Cloud-Edge Orchestration to App Offloading for Mobile Operators
Jorg Ott, TU Munich, Germany

The advent of built-in Al is pushing the limit of computational capabilities and battery life of mobile devices. At the
same time, technologies such as WebAssembly (Wasm) are creating a common overlay for portable executions across
heterogeneous devices and edge servers. In the era of Al-native and 5G/B5G (6G) networks, mobile carriers can offer
Offloading-as-a-Service to their customers for energy savings and performance improvements. But the effective value
highly depends on the specific workload, the device's accelerators and most importantly the real-world network
conditions that change dynamically with user mobility. Not all applications at all times can benefit from offloading but
all applications must work under all network conditions. We present mApp, transparently offloadable application
modules that proactively move the computation (a) to the edge for reduced device energy consumption and improved
performance and (b) back locally for service continuity under network disruptions. Our solution uses a client-side
library to transform web modules into mApps without code modifications and integrates with the mobile network
through a RAN component combining mobility prediction with reliability signals (e.g., SNIR and handover-failure) to
anticipate connectivity degradation and trigger proactive relocation across edge sites. We integrate mApp with the
Oakestra cloud-edge orchestration framework to support flexible resource allocation and workload instantiation and
migration.

Classical Control for Quantum ML
Ivona Brandic, TU Wien, Austria

Quantum computing promises computational advantages beyond classical representability and computability and is
increasingly being explored for applications in artificial intelligence. This talk surveys the current state of the art in
Quantum Al and examines how classical machines integrate into this emerging landscape. We discuss both the
opportunities and the limitations of current approaches, as well as the continuing role of classical machines, HPC and
Clouds while highlighting key challenges and common pitfalls. We further review applications ranging from
combinatorial optimization to recent developments in generative Quantum Al, including the current constraints of
quantum generative models arising from classically hard distributions. Finally, we outline hardware and architectural
strategies that may enable scalability and energy efficiency in future hybrid quantum-classical systems..

Discussion 16 (Resard)
Industrial AI Today. Autonomous Industry Tomorrow
Andreas Blenk, Siemens, Germany; Daniele Miorandi, Afliant, Italy

Cloud—-Edge Control for Industrial Al: From Data Quality to Deterministic Action

Industrial Al is rapidly transforming how products are designed, realized, and optimized across the industrial value
chain. However, deploying Al reliably at scale—in factories, at the edge, and across cloud—fog infrastructures—exposes
fundamental limitations of today’s cloud control, networking, and resource management paradigms.

This discussion session focuses on cloud—edge control as a key enabler for Industrial Al, highlighting how data quality,
network behavior, and distributed intelligence directly affect Al accuracy, safety, cost, and trust. Unlike consumer cloud
applications—where waiting time matters but determinism is rarely required—industrial Al systems often depend on
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predictable latency, bounded jitter, and assured data fidelity to keep control loops stable and safe. Whether such
deterministic guarantees are already feasible at scale, and where current approaches fall short, is a central question of
this session.

Real-world industrial Al use cases—from vision-based quality inspection and robotic manipulation to distributed
inference and agentic automation—demonstrate that not all data or applications are equal. A stalling video stream in a
user-facing application is inconvenient but tolerable; a stalled, degraded, or delayed video stream used for safety-critical
perception or autonomous decision-making can be unacceptable. Subtle data degradation during transmission may
silently reduce ML accuracy, break safety assumptions, or invalidate operational decisions.

We invite participants to discuss:

e How ML/AI workloads (vision, LLMs, distributed inference) fundamentally differ from traditional cloud
applications

e  Where non-deterministic cloud assumptions conflict with industrial safety, reliability, and real-time
requirements

e How data fidelity, observability, benchmarking, and ML-aware network control influence Al outcomes

e  What role learning-based and agentic control can play—and where hard guarantees, trust, and certification are
still missing

The goal is a management-first, cross-disciplinary discussion on how future cloud and edge systems must evolve to
support scalable, resilient, and trustworthy Industrial Al—from single devices to global, software-defined, and
heterogeneous infrastructures.

Discussion 17 (Rindo)
What Does It Mean to Trust a Learning System With Your Life?
Mikael Lindberg, SAAB, Sweden

In operational environments, systems are not trusted because they are impressive—they are trusted because their failure
modes are understood, bounded, and acceptable. This assumption is increasingly at odds with modern Al. Learning
systems derive behavior from data, evolve over time, and can fail in ways that are difficult to predict, reproduce, or even
observe.

In high-stakes, safety-critical contexts, this creates a fundamental tension. Certification processes are built around static
artifacts, traceability, and repeatability, while learning systems introduce adaptation, statistical uncertainty, and opaque
internal structure. The result is not just a technical gap, but a mismatch in engineering philosophy.

This discussion examines that mismatch from a systems perspective. What does it mean to deploy a component that
cannot be fully specified, may change over time, and operates under degraded, adversarial conditions? How do we
reason about trust when retraining, updating, or even observing the system may be constrained or impossible? And to
what extent can traditional assurance frameworks be extended before they become meaningless?

Discussion 18 (Lillskér)
Towards Just in time Analysis of Evolving Microservice Systems
Tomas Cerny, University of Arizona, USA

Cloud-native systems and microservice architectures have become the default choice for enterprise software because of
their scalability, resilience, and deployment flexibility. Yet while the benefits of microservices are widely discussed,
there is still limited guidance on how these systems evolve over time — especially when changes in one service
unexpectedly propagate across many others.

This discussion session explores the problem of change propagation and ripple effects in microservice ecosystems.
Although microservices are designed to encapsulate functionality, real-world systems often exhibit hidden dependencies
that make architectural evolution difficult to predict, verify, and control. The session will examine how teams currently
reason about change impact, what kinds of architectural visibility are missing, and whether “just-in-time” feedback
mechanisms can reduce the operational and organizational cost of system evolution. In particular, we aim to discuss
how teams can become more proactive rather than reactive in identifying and mitigating harmful changes as they are
introduced into otherwise self-contained microservices.

Rather than presenting a finalized solution, the goal of the session is to engage participants in discussing open research
and engineering questions, including:

What information is needed to reason about ripple effects across microservices?

How can teams become more proactive rather than reactive in preventing unintended change propagation?
How can architectural reconstruction remain incremental and continuously useful in rapidly evolving systems?
Which forms of cross-team developer feedback are most valuable during system evolution?
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e Can change impact analysis become practical enough to integrate directly into modern development
workflows?
e  What are the organizational barriers to adopting system-wide architectural visibility?

The session is intended to bring together both researchers and practitioners interested in cloud-native evolution, software
architecture, observability, and developer tooling, with the aim of identifying promising directions for future research
and collaboration.

Discussion 19 (Storskar)
Agentic Al agents for data centre optimization
Geir Horn, University of Oslo, Norway; Tor Skeie, University of Oslo and Simula Research Lab, Norway

Agentic Al agents (https://en.wikipedia.org/wiki/Al agent) are typically based on generative Al and Large Language
Models (LLMs) to understand the intention and goals of humans, and act and collaborate autonomously to solve given
tasks, and there are some initial examples of successful demonstrations (e.g, https://doi.org/10.1145/3586183.3606763).
This is currently a very active research field with more optimistic promises given than concrete solutions.

However, it is well known that LLMs cannot compute and fail even simple calculations, and almost surely will fail
disgracefully on more complicated domains of planning, scheduling, and allocation. These domains are essential for
optimization.

This discussion session aims to go beyond the agentic Al buzz and explore if there are any real experiences and leads
from the audience on the use of agentic Al in general and, in particular, for the indicated hard application domains.
Secondly, the session aims to evaluate the application of agentic Ai agents in the multi-objective optimization of data
centre operation linked to these domains. Do we see agentic Al agents as a way forward to distributed and decentralized
optimization of data centre problems? What are the hard issues we are facing, and what breakthroughs are needed to
overcome them? Can we identify the most relevant research directions?

Discussion 20 (Huvudskér)
Virtualization for Isolation and Control at the Edge
Timothy Wood, George Washington University, USA; Andreas Kassler, TH Deggendorf, Germany

The story of virtualization — physical servers, virtual machines, containers, and now lightweight sandboxes such as
WebAssembly — is usually told as isolation getting steadily cheaper. This discussion will reframe it as a story about
control. Each virtualization abstraction is also the unit that a management plane places, schedules, meters, and migrates,
and the granularity of that unit bounds the granularity of control we can exercise.

Finer-grained isolation has traditionally meant trading isolation strength against overhead, but lighter sandboxes also
change the kind of resources committed and where control decisions are made. For example, WebAssembly can bring
isolation down to individual function modules, moving scheduling and resource decisions up into the application itself
to enable per request isolation and management — control that an OS-owned VM or container cannot expose. At the
other extreme, physical servers are coarse grained and cumbersome to allocate, yet they may be the only approach for
performance critical services demanding specialized hardware like GPU-based inference.

At the same time, "the edge" is not one place. It spans cloud-operated edge PoPs, where the classic trusted-host model
largely holds, through on-premise deployments, to constrained and physically exposed far-edge devices. This continuum
demands a spectrum of isolation technologies, yet the two may not map cleanly onto each other. Edge control systems
may end up responsible for a heterogeneous pool of physical and virtual units, each with a different isolation model,
allocation cost, and locus of control.

We will briefly frame the landscape, then discuss questions such as:

e  What aspects of virtualization are critical at each point on the edge — isolation, portability, management, or
fine-grained control?

e Should a control plane spanning the continuum hide the heterogeneity of virtualization technologies behind a
uniform unit, or expose each unit's distinct control capabilities? Can it do both?

e If control becomes application specific, who decides placement and scheduling, and how do global and
application-level controllers avoid working against each other?

e [sasingle management system spanning bare metal to far-edge sandboxes worth its complexity, or are we
describing something no one will actually operate?

e  What benchmarks, testbeds, workloads, and metrics would help the research community to make progress in
this area?
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Mathematics of Influence in the Information Age
Tarek Abdelzaher, Indiana University of Illinois, USA

The talk discusses control applications beyond computing that arise in today's age of information over-abundance. It is
motivated by observations suggesting that the growing ease of information access is itself contributing to undesirable
social dynamics (such as polarization) that call for careful redesign of content curation algorithms as actuators of
opinion dynamics - an approach that is well-suited for control-theoretic analysis. The talk covers underlying questions
such as: how can one model the way information impacts individual beliefs? What are undesirable social effects of
modern content curation algorithms? What are the corresponding implications on the way content could be matched
with user queries? What are the underlying models, equilibria, and control algorithms? How can recent Al affordances
help improve social dynamics in the age of information overload to mitigate the negative trends (such as social
polarization and radicalization)? Results are presented from the speaker's recent publications, developed under the
sponsorship of the US Department of Defense, as part of an investment in understanding the mathematical foundations
of information operations.

KVCache Data Management in Distributed GenAI Workloads: Characteristics, Requirements, and Challenges
Animesh Trivedi, IBM Research Europe, Zurich, Switzerland

Generative Al (GenAl) workloads — including code completion, intelligent agents, semantic RAG, and recommender
systems — have become extremely popular and are now widely used across many domain-specialized settings. These
GenAl systems are deployed on large-scale, high-performance computing infrastructure comprising thousands of GPUs,
storage systems, and networking devices, all working in harmony to generate high-quality responses to user prompts.
While generating a response remains a highly compute-intensive task, the data and state management aspects of GenAl
workloads are now drawing increasing attention. One particularly important piece of state produced during inference is
the Key-Value (KV) tensor. These tensors are generated once but can be reused many times (under the right sharing
conditions), can be extremely large (ranging from hundreds of gigabytes to terabytes) and have a significant impact on
the operational efficiency of distributed inference serving platforms — affecting cost per token, energy consumption,
and requests per second. In this talk, I will introduce the concept of Key-Value caches in generative Al workloads and
discuss the properties of this new data type: how KV caches are generated, stored, and shared today using state-of-the-
practice open-source systems such as vVLLM and llm-d. I will then highlight the key data management design challenges
and opportunities that these caches present, and how we are exploring them with the help of building real systems, and
simulation approaches (Opal, https://github.com/IBM/opal-sim). This work is in early stages as we are building our
understanding, and any feedback from the community is appreciated..

Rethinking Memory Management under Heterogeneity: Granularity, Latency, and Coordination
Sanidhya Kashyap, EPFL, Switzerland

Modern datacenters now increasingly rely on heterogeneous memory, from tiered CXL within a machine to far memory
across machines. Traditional OS, however, assumed that memory was largely uniform. Heterogeneous memory breaks
that assumption by introducing sharp differences in latency, granularity, and coordination costs.

One growing tension is between translation efficiency and placement flexibility. Larger memory mappings improve
translation performance but are too coarse for effective migration across memory tiers. Existing systems rely on static
heuristics and remain blind to the interaction among memory granularity, tier latency, and translation cost. Instead, we
view locality and translation as jointly manageable resources and adapt memory granularity at runtime based on
hardware feedback.

A second tension is between reducing latency and tolerating it. Current systems aggressively migrate hot pages but
rarely exploit software prefetching as an alternative. We ask whether systems should dynamically choose between
migration and tolerance based on workload behavior and contention.

At the datacenter scale, page-based far memory creates severe coordination bottlenecks between fault handling and
eviction at high thread counts. We discuss mechanisms that decouple these paths and reduce synchronization overhead.

Together, these problems mark a shift: memory management is no longer just placement but a broader control problem
across hardware and software.

Closing
Erik Elmroth, Umea University and Elastisys, Sweden
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